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ABSTRACT
Web prefetch is a technique aimed at reducing the user’s
perceived latency by downloading, during the navigation
idle times, the web objects before the user asks for them.
Despite different research efforts can be found in the lit-
erature about this subject there are few implementations
for real environments. We proposed a real framework that
provides web prefetching on current web client and server
software working under the standard HTTP 1.1 protocol.
This framework also provides detailed statistics which are
very convenient for performance evaluation studies. In this
paper we evaluate and compare the performance of different
prediction algorithms in real conditions showing the useful-
ness of our proposal for this kind of environments.
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1. INTRODUCTION
Web prefetching is a proposed technique to reduce user’s

perceived latency by allowing a web browser to request an
object before the user asks for it using navigation idle times.
As any speculative technique it can negatively affect the sys-
tem performance if it is not accurate enough since it con-
sumes extra resources like network bandwidth or server time.
Unlike other techniques with similar aims like web caching
and web replication, which have been extensively researched
and implemented, there are few attempts concerning web
prefetching implementations for real world usage.

In a previous work we proposed a prototype called Delfos,
which implements prediction and prefetching techniques with-
out any modification in the HTTP protocol, making it suit-
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able to be used with the current version of browsers, web
servers and protocols. In our prototype the predictions are
done by the web server and the prefetchs by the client web
browser. Despite the main objective of Delfos is to demon-
strate that web prefetching can be easily implemented and
used in real environments, the framework is also very useful
and flexible for performance evaluation studies. It provides
detailed statistic reports of either the prediction engine, the
prefetching engine or both, helping in the design of new and
more efficient algorithms and structures.

Intensive research works have been published focusing on
prediction and prefetching algorithms, (see section 2), but
few of them present performance comparison results among
the different proposals by using simulation or emulation tools.
The main advantage of using those tools is their flexibility
and speed providing results. Unfortunately, simulators may
present result deviations since they are abstractions of the
real world. As a consequence, there is a need to develop
a tool in order to gather results when running prefetching
algorithms in real machines and conditions. Delfos also can
cover this lack in web research topics.

The remainder of this paper is organized as follows. Sec-
tion 2 describes the related work. Section 3 briefly presents
Delfos. In section 4 we present the potential benefits of
prefetching from the user point of view. Section 5 presents
a performance comparison of web predictions algorithms in
a real scenario. Finally, section 6 presents the concluding
remarks.

2. RELATED WORK
In this section we present a brief review of previous at-

tempts to evaluate web prefetching performance.
There is a large amount of research work focusing on web

prefetching in the literature, but performance comparison
studies are rare, mainly because the difficulty to reproduce
environments and workloads [5].

The majority of the studies available in the literature fo-
cus on the prediction engine and the performance compar-
isons have been done from the point of view of the precision
achieved by the proposed algorithms.

Two algorithms based on Markov models, proposed by
Zukerman [13] and by Bestavros [2], are compared in [1].
The comparison is only performed at the algorithmic level,
without considering details related to the latency perceived
by the user. Another work [3] compares two prediction algo-
rithms: the first algorithm is based based on the idea of the
most popular objects of Markatos [9]; the second algorithm
is based on a variation of Prediction by Partial Matching.



However, to the knowledge of the authors there is only
a fair study that compares the performance of prediction
algorithms from the user’s perspective [7]. In this work
the authors propose a cost-benefit methodology to evalu-
ate prefetching from this point of view which is applied in a
later contribution [6] to compare the performance of differ-
ent prediction algorithms by measuring the latency per page
reduction and the traffic increase.

In this paper we present a performance evaluation study
of web prefetching techniques in a real environment using
Delfos and implementing two well known prediction algo-
rithms. We evaluate the system performance both from
the point of view of the algorithm by measuring the pre-
cision and the recall achieved and from the user’s point of
view considering the latency reduction when using prefetch-
ing. Also detailed system statistics are provided. Our study
shows that prefetching is a technique with high potential to
improve web performance with a reasonable cost

3. DELFOS PROPOSAL
Delfos is an environment to perform prefetching in a real

system. Because its flexibility, it can also be used to de-
velop, test, evaluate and use prefetching techniques. The
current version of Delfos is integrated with Apache 2 web
server and Mozilla web browsers, but any web server or web
client is suitable to work with Delfos. The details about its
implementation, the communication between the different
modules and the main features can be seen in [4].

Figure 1 depicts the framework architecture. It comprises
three main parts: the web client, the web server and the pre-
diction engine. The web client includes a web browser with
prefetching support (Mozilla) and a tool to capture and re-
play web navigation sessions (CARENA, [10]). The web
server (Apache 2) includes a module (Mod-prefetch) to
query predictions and provide them to the web client into
the HTTP response headers. The biggest effort has been
made in the prediction engine (Eprefes) that performs pre-
dictions and provides hints to the web client. Eprefes is a
prediction engine specially designed to be used in a real en-
vironment. It runs a prediction algorithm, recollects statis-
tics and listens for TCP connections. When it receives a
prediction request, it executes the prediction algorithm and
returns the resulting hints. The most relevant features of
Eprefes are: it is independent of the web server, it is mod-
ular, it can be externally controlled, different options and
parameters on the modules can be reconfigured dynamically
and the code can be modified, compiled and reloaded at
runtime without restarting neither the entire engine or any
module.

Figure 2 shows the server architecture, the relation be-
tween the different modules, the called functions and param-
eters, and the results returned by them. Table 1 summarizes
the purpose and subject of the modules.

Prediction algorithms require a training process before be-
ing able to provide acceptable hints. We also have developed
a program to train the prediction engine using log files pre-
viously captured by the web server. In this way, it is not
necessary to wait for user accesses to train the web server.
It can also be used for stressing and benchmarking the pre-
diction engine, since the trainer generates as much load as
the server is able to handle.

The prediction algorithms used in the experiments are de-
scribed in section 5.

An optional module has been designed to provide statistics
when using web server log files as input for the prediction
engine instead of real web clients with prefetching capabil-
ity. This statistics can be used to calculate the performance
indexes that later will permit to evaluate the prediction ac-
curacy, usefulness or compare prediction algorithms.

Some variables available for the study are: the received re-
quests (client requests), the fetched objects (user requests),
the hints sent to the web server (predictions), the objects
that were prefetched (prefetched), the prefetchs that were
later used by the client (prefetch hits), the hints that were
later proved right (good predictions). All those variables are
measured both in number and byte size.

Additionally, four performance indexes are calculated: pre-
cision and recall measured in number and byte size of ob-
jects. For all of them, the mean value and the confidence
interval is calculated. Performance indexes are measured
using two methods. The standard one, called EXP, mea-
sures the values since the beginning of the experiment. The
method called INT calculates the indexes using information
only from the last interval (interval widths are configurable).
Proceeding in this way the evolution of the performance in-
dexes is shown without interference of very old values.

A detailed description of all those variables and metrics
can be found in [8].

The available configurable options permits to select the
time between consecutive obsolete session purges, the time
interval to consider obsolete a session since the last access,
the prefetched object timeout and the alpha value for confi-
dence interval calculation.

4. EXPERIMENTS IN A REAL ENVIRON-
MENT

To verify whether Delfos is ready for real world usage,
we ran two experiments. The first one concentrates on
the browser cache increased population and the second one
on document latency reduction. To accomplish that, the
Mozilla web browser navigated a web server where we pre-
viously inserted the prediction module, and this module re-
quested predictions to the prediction engine. The predic-
tion engine was previously conveniently trained for some
time. The prediction algorithm used was Prediction by Par-
tial Matching (PPM), proposed by Palpanas and Mendel-
zon [12], and will be described in detail in the next section.
CARENA was launched on the web browser in order to cap-
ture the navigation session, including object headers and
accurate document latencies as perceived by the user and to
replay the exact same navigation session several times.

For the first experiment, a navigation session consisting
of 14 documents was captured. If prefetching is not used,
60 objects are requested, while if prefetching is enabled that
number rises to 67. The number of hits on the browser cache
when using prefetching increases from 39 to 45. That means
that 6 of the 7 prefetched objects were afterwards required
by the user, which translates on a precision of 85.7%. In
summary, this small and limited experiment illustrates how
prefetching is able to reduce the latency perceived by the
user in a transparent way.

The next experiment is represented on Figure 3. The
same navigation session was repeated twice, the first one
without prefetching and the second one with prefetching en-
abled. The prediction algorithm was properly trained for



Figure 1: Framework architecture

Figure 2: Eprefes architecture

Subject Name Purpose

Connectivity mod-socket Listen for TCP connections

Serve requests
mod-serve Manage requests depending on the request type

mod-trainer Optional. Read log files to train prediction algorithm

Statistics
mod-stats Maintain variables and calculate performance indexes

mod-report Generate reports periodically

Prediction
mod-palmen Make predictions using the Palpanas and Meldelzon’s algorithm (PPM)
mod-padmog Make predictions using the Padmanabhan and Mogul’s algorithm (DG)

Table 1: Modules in Eprefes



Figure 3: Latency of documents in a navigation session

some time. The client and server were on different networks
so the network latency was not despicable.

The navigation session consists of five document requests.
The prediction engine provides twenty hints, but only five
of them are prefetched since the other ones were already on
cache or being requested. The prefetchs are requested dur-
ing idle time, so they don’t increase the document latency
as perceived by the user. Only two of the five prefetched
objects are later requested by the user. A prefetch from the
first document was a hit on the second document, which
explains the 70 ms latency reduction. A prefetch from the
fourth document was a hit on the fifth document, which
explains the 50 ms latency reduction.

5. PERFORMANCE COMPARISON OF WEB
PREDICTION ALGORITHMS

The purpose of those experiments is to show how Delfos
can implement prefetching techniques and how the obtained
performance can be evaluated.

To check the Delfos framework functionality we have im-
plemented two prediction algorithms widely referred in the
literature: Prediction by Partial Matching and Dependency
Graph.

The algorithm proposed by Palpanas and Mendelzon [12]
is based on Prediction by Partial Matching (PPM), a partic-
ular version of Markov model algorithms. We implemented
it in the module mod-palmen.

This algorithm builds a tree as long as it receives requests,
and keeps a list of contexts for each navigation session. To
provide hints to a client it takes into account both the tree
and the mentioned client’s navigation session. A prediction
algorithm of order M keeps a maximum of M+1 elements on
the context lists and the maximum tree depth is also M+1.

The context list of order M for a given navigation session
contains at maximum M+1 node identifiers. The node iden-
tifier in position I in the context list refers to a node of depth
I on the tree, and this node is called order I context for this
navigation session. The context of order 0 for all navigation
sessions is the root node of the tree.

When a request is received, a new child node is added
to all the nodes on the context list, or the occurrence is

updated if the child node already exists. This node has
two attributes: the URI of the requested object and the
occurrence. Therefore, for each depth of the tree, one and
only one node is added or updated. Those node identifiers
recently added or updated are the new contexts for that
navigation session.

After a period of inactivity, the navigation session is de-
clared obsolete and the list of context is deleted.

When the list of contexts is updated, they will point to
the new recently visited nodes, and the parent nodes cor-
respond to the ones visited immediately before. This way,
the branch that currently has node I in the context list is
the concatenation of the last I accesses done by this naviga-
tion session. If a given context node has children nodes that
were added by other navigation sessions in the past, those
children are potential new accesses and are candidates to be
reported as hints. The probability of a hint is calculated as
the division of the potential hint probability and the par-
ent node occurrence. It is possible to give more probability
to hints from higher contexts since they come from longer
branches where more steps match and hence the probability
of its future appearance is higher.

The configurable parameters for this module are the maxi-
mum order of the tree (maxo), the minimum order that hints
will be reported (mino), the probability threshold required
to report a hint (threshold), the threshold reduction in sub-
sequent tree orders (thred), the maximum number of hints
that can be reported on a request (mnh) and the duration
of a navigation session (sessiondur).

The second algorithm considered is the Dependency Graph
(DG) proposed by Padmanabhan and Mogul [11]. It is based
on a Markov model, and considers that two objects are more
related as more frequently they are requested one after the
other in a window containing the last accesses for that same
client. We implemented it in the mod-padmog module.

The algorithm builds a dependency graph that stores the
access patterns to the objects. This graph keeps a node for
each single object that has ever been accessed. There is
an arc from node A to node B, if and only if, at any time
node B was accessed after node A in a time window not
longer than W accesses. W is the lookahead window size.



The weight of an arc is the relation between the occurrence
of the arc that goes from A to B and the occurrence of A.
Each navigation session has associated a window of the last
W accesses. When a new request arrives, a node is included
in the graph with the corresponding URI. In addition arcs
linking that node with the other nodes in the window of last
accesses are updated.

Given an access to the object A, the URIs of all the nodes
that receive an arc from that node will be reported as hints,
being the weight of each arc considered as the probability
that this node will be requested.

The configurable parameters in the algorithm are: the size
of the last accesses window (sizew), the threshold applied to
hints’ probability to be included on the prediction response
(threshold), and the duration of navigation session (session-
dur).

On all the performed experiments the prediction algo-
rithms were configured in the same way. The values used
for the parameters were carefully chosen to select the ones
achieving the best performance with the trace files used in
the experiments. This means that preliminary experiments
were ran to fine-tune the algorithms. Common options are:
threshold 0.2, maximum number of hints 100, intervals of
100000 user requests and subintervals of 5000. Regarding
mod-palmen specific options: maximum order 1, minimum
order 1. And mod-padmog specific options: window size
1.

Our prediction engine can be fed by a real web server that
receives real requests from real users. However, in order
to compare the performance of prediction algorithms with
different configurations, a reproducible workload must be
used.

On the remaining experiments the prediction engine re-
ceives requests from a special trainer program that reads
preprocessed web server logs. The module mod-trainer
generates prediction and prefetch requests based on the real
user requests logged. An experiment with five million user
requests takes around ten hours to complete on a standard
PC (Intel Pentium 4 3.4 GHz, 6800 bogomips, 1 GB of
RAM).

The length of the experiments is measured in processed
user requests. The trace file was logged in combined log
format by an Apache 2 serving the web site of School of
Computer Science (Escuela Técnica Superior de Informática
Aplicada) from the Polytechnic University of Valencia (Uni-
versidad Politécnica de Valencia). The trace file used on
those experiments includes five million user requests, starts
on October, 1 2005 and ends on March, 23 2006, it contains
26000 user requests per day on average, 15000 different ob-
jects were requested, 50 gigabytes transfered in total, 285
megabytes transfered per day in average, and no previous
training phase was used.

We measure the precision and recall performance indexes
of the web prefetching experiments as defined in [8]:

Precision =
Prefetch hits

Prefetchs
; Recall =

Prefetch hits

User requests

We also evaluated the latency reduction per object and
the byte traffic increase, as defined by Domènech et al in
[8].

The latency per object is obtained from the service time
reported by Apache web server or it is zero if the object is al-
ready in the browser cache. Thus, the latency reduction per
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Figure 4: PPM: precision and precision per byte
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Figure 5: PPM: recall and recall per byte, both of
them INT and EXP

object is the ratio of the latency perceived using prefetching
to the latency without prefetching.

Object traffic increase quantifies in which percentage in-
creases the number of objects that a client gets when using
prefetching, compared to not using prefetch.

Figure 4 shows the evolution of precision and precision per
byte over the time. Since no training phase was used, the
confidence intervals are considerably large at the beginning,
but decrease slowly and consistently over the experiment. As
this figure shows, the possibility to see not only mean values
but also confidence intervals allows to detect transitional
phases easier.

Figure 5 shows the evolution of the recall and recall per
byte over the time. In addition to the standard accumulated
indexes shown before (labeled EXP), this figure includes the
INT indexes that only consider the values of the last inter-
val to calculate the indexes. As expected, the indexes that
do not consider old values (INT) are more variable than the
indexes that consider all the values since the beginning of
the experiment (EXP). This is clearly seen around 2700000
user requests after the start, when the trace used on our
experiments produces an important reduction on recall in-
dexes. Those unexpected variances in indexes are common
and reasonable when using real traces instead of syntheti-
cally generated ones.
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Figure 7: DG: recall and recall per byte

Another experiment was ran using the DG algorithm. The
configuration of this module was set to provide good results.

Figures 6 and 7 show precision and recall indexes obtained
on this experiment, respectively. Since the same environ-
ment with similar characteristics was used to ran this and
the previous experiment, the results can be compared side
by side to detect differences on the performance indexes re-
sults due to the prediction algorithm. For example, both
algorithms got almost identical precision indexes at the end
of their respective experiments. In relation to recall indexes,
PPM got almost identical mean values but slightly smaller
confidence intervals.

Finally, we ran an experiment with different network la-
tencies and prediction aggressiveness to quantify the rela-
tion between the network latency and the cost-benefit of
web prefetching. Figure 8 depicts the increase of byte traf-
fic versus the reduction of latency per object, with different
network latencies. The different points on each line were
achieved varying the aggressiveness of the DG algorithm.
The default value for the network latency used on the pre-
vious experiments is 0 milliseconds. On this experiment we
vary the value from 0 up to 800 milliseconds. As the fig-
ure shows, the beneficial effect on the latency per object
due to web prefetch is higher with higher network latencies.
That is, web prefetching benefits more the users with high
network latency.
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Figure 9: Memory consumed by mod-palmen data
structures

5.1 System statistics
In addition to all the performance indexes previously de-

scribed, Delfos allows the modules that implement predic-
tion algorithms to report additional statistics that may be
interesting on each case, for example those related to data
structures: number of registers on a database table, nodes
and arcs on a graph, total memory consumption. . .

Some statistics are equally defined for all prediction al-
gorithms and hence can be used to compare how the algo-
rithms operate. For example, Figure 5.1 shows the total
memory consumption of data structures on the experiment
with mod-palmen (PPM algorithm) and Figure 5.1 with
mod-padmog (DG algorithm). Memory consumption is
important for real world implementations, since an algo-
rithm that provides great precision and recall but consumes
too much memory may not be usable on real world condi-
tions.

Other statistics are specific to the used algorithm, but
even if they can’t be used to compare different algorithm,
they are interesting to observe how different configuration
and workloads affect the algorithm performance. Examples
of those statistics are: the mean number of children (Figure
11(a)), number of nodes of order 0 and 1 (Figure 11(b)), to-
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Figure 11: Statistics provided by mod-palmen
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tal number of arcs and nodes (Figure 12(a)), mean nodes
occurrence (Figure 12(b)), mean arcs probability (Figure
12(c)).

With statistics like those it is easier to determine and pro-
file computational and memory requirements, consumption
over time, data structures growth. . . Those analysis help to
identify possible weak points or inefficiencies in the predic-
tion algorithms that lead to the proposal and evaluation of
new techniques and improvements.

Finally, Figure 13 gives an approximation of prediction
time required by both algorithms. Those values depend on
the actual implementations, and they were not designed to
be highly efficient, but to be easily modified and understood.

6. CONCLUSIONS
In a previous paper we presented Delfos, a framework

that implements web prefetching techniques on real envi-
ronments. It can also be used to test and benchmark web
prefetching techniques. It gathers precise statistic informa-
tion of prediction algorithms behaviour including among
other data the prediction effectiveness. Prediction algo-
rithms are isolated on independent modules on the predic-
tion engine, allowing easy modification or even full replace-
ment.

In this paper we extended the results. We showed some
reports provided by the prediction engine in real time. Those
include precision and recall with the variants per object and
per byte, per interval or per experiment. Not only the mean
value is calculated but also the confidence interval, which
helps to detect transitional phases easier.

Additionally some system performance related to statis-
tics are reported. Currently we make special emphasis on
memory consumed by data structures by the prediction al-
gorithms, since this factor is really important on real world
implementations and must be taken into account when com-
paring prediction algorithms.

With all the reported data it is easier to identify possible
weak points or inefficiencies in the prediction algorithms that
lead to the proposal and evaluation of new proposals and
improvements.
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