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Guidelines for Evaluating and Adapting Web
Prefetching Techniques
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Abstract— Researchers have focused on Web
prefetching as a technique to reduce the latency per-
ceived by the user. However, there is a lack of re-
search studies focusing on the benefits of prefetching
from the user’s point of view, since most of them focus
on the predictive performance. In this paper we in-
troduce our recent contributions to develop an appro-
priate methodology to evaluate web prefetching tech-
niques from the user’s perspective and to adapt them
to the environment conditions. This work presents:
i) the development of an open framework to fairly
simulate and evaluate prefetching techniques; ii) the
understanding of prefetching performance metrics to
clarify its definition and detect the most meaningful
indexes from the user’s point of view; iii) the proposal
of a methodology to evaluate and compare prefetch-
ing algorithms; and iv) the adaptation of prediction
algorithms to the environment conditions.

Keywords— Web prefetching, Performance evalua-
tion, Environment adaptation.

I. Introduction

DURING the last few years, Internet popularity
has grown at exponential rates reaching high

percentage of population. This has been caused by
the infrastructures improvements as well as the in-
crease of the Internet based applications like enter-
tainment, gaming, commercial, or educational pur-
poses, and more recently the inexpensive Peer to
Peer file interchange. As a consequence, the Internet
traffic has dramatically increased specially due to file
interchanges [1]. Although the number of users that
can access the Internet through high speed connec-
tions like DSL has also increased, the latencies they
usually perceive are still high.

The Web is the most popular platform to carry
out Internet based applications and an important
number of users perceive mainly the Internet per-
formance through the Web. Therefore improving its
performance will have an important impact on the
web community.

Reducing significantly Web latency, if possible, in-
volves high costs. That is because the main diffi-
culties for reducing latencies reside on the nature
of the Internet as a network of networks, the physi-
cal restrictions in cable data transference and in the
communication devices employed, inefficient under-
lying protocols, web designs characteristics, and the
server and users’ computers. Besides all technolog-
ical efforts to reduce the download time, the user
experience can also be improved by hiding latencies.
Caching and Prefetching are typical techniques ap-
plied to hide latency in web.
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Caching takes benefit from the temporal locality
exhibited by the users’ web accesses. In this sense,
the most popular web objects are stored in an inter-
mediate memory (usually located in a proxy server
or in the client browser) to reuse these objects when
requested again. Prefetching takes benefit from the
spatial locality present in the users’ accesses. It lies
in processing a user request before the user makes it.

Several prefetching related techniques have been
proposed focusing on different ideas to exploit the
spatial locality of web objects using prefetching;
for instance: some research studies propose clients
to download objects prior to be requested by the
user [2], [3], [4], [5]; other studies propose to prepro-
cess dynamic content [6]; some others concentrate
on how to make pre-connections to server [7]; and so
on. All prefetching related techniques start trying to
guess the next objects to which the client will access.
This part of the prefetching is usually referred as the
prediction engine. Then, the prediction results are
submitted to the prefetching engine, which decides
whether to prefetch or not such results depending on
other parameters; e.g., available bandwidth or server
load. In this way, prefetched objects are a subset of
the predicted objects. Notice that both the predic-
tion engine and the prefetching engine can be found
in the same or different element in the architecture
(client, proxy or server).

It is important to remark the difference between
the user and the client. The user is the person in
front of a computer (or a similar device) demanding
information, whereas the client is the software (i.e.,
the browser) which with the user interacts, that re-
quests the demanded information to the appropriate
server.

Despite its potential benefits, web prefetching has
still few commercial use. This fact is mainly due to
the lack of research studies focusing on the user’s
perspective, i.e., quantifying the benefits of the web
prefetching as perceived by the user. In this pa-
per we summarize our recent contributions to use
web prefetching algorithms to improve the perfor-
mace from the user’s point of view. The work has
been divided into four stages: i) the development
of an open framework to fairly simulate and evalu-
ate prefetching techniques; ii) the understanding of
prefetching performance metrics to clarify its defini-
tion and detect the most meaningful indexes from the
user’s point of view; iii) the proposal of a methodol-
ogy to evaluate and compare prefetching algorithms;
and iv) the guidelines to adapt prediction algorithms
to the environment conditions.

The remainder of this paper is organized as fol-
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Fig. 1. Architecture of the simulation environment

lows. Section II analyzes the experimental environ-
ment that we developed to fairly evaluate prefetch-
ing algorithms. Section III discusses the main perfor-
mance metrics and how to compare prefetching tech-
niques. Section IV describes how the prediction al-
gorithms should be adapted to the environment con-
ditions. Finally, Section V presents some concluding
remarks.

II. Web prefetching simulation

Across the literature one can find a variety of ways
of evaluating web prefetching. Most of the prefetch-
ing research studies use different frameworks to check
their proposals, therefore the assumptions, condi-
tions, and even performance metrics widely differ
among them.

This fact implies that performance comparison
studies cannot be fairly done. Therefore, it is dif-
ficult to distinguish the aspects and conditions in
which each technique achieves better performance,
or its use is more convenient.

Although there are some simulation environments
to check cache replacements algorithms, e.g., [8], [9],
as well as network features [10], there is a lack of
simulation environments concentrating on prefetch-
ing. This fact, together with the potential perfor-
mance benefits that prefetching can reach, motivated
us to propose and implement [11] an open framework
which permits to implement and check the perfor-
mance of any prefetching algorithm.

The developed architecture consists of three main
parts as shown in Fig. 1: the back end (server and
surrogate), the front end (client) and optionally the
proxy server. The framework implementation com-
bines both real and simulated parts in order to pro-
vide flexibility and accuracy. To perform prefetching
tasks, a prediction engine implementing different al-
gorithms has been included in the server side. Clients
take the generated predictions to download those ob-
jects in advance.

The back end part includes the web server and
the surrogate server. The framework emulates a real
surrogate, which is used to access a real web server.
Although the main goal of surrogates is to act as a
cache for the most popular server responses, we use
it as a predictor engine. To this end, the surrogate
adds new HTTP headers to the server response with
the result of the prediction algorithms.

The server in the framework is an Apache web
server set up to act as the original one. For this
purpose, a CGI program returns objects with the
same size and MIME type than those recorded in

Fig. 2. Prefetching metrics taxonomy

the traces.
The front end, or client part, represents the users’

behavior exploring the Web with a prefetching en-
abled browser. To model the set of users that access
concurrently to a given server, the simulator can be
fed by using either real or synthetically generated
traces. Simulated clients obtain the results of the
prediction engine from the response and prefetch the
hinted object in their idle times, as implemented in
Mozilla [12]. The simulator collects basic informa-
tion for each request performed to the web server,
and writes it to a log file. By analyzing this log at
post-simulation time, all performance metrics can be
calculated.

This organization provides a useful and operative
environment since it permits the implementation of
prefetching algorithms working in any part of the sys-
tem by modifying only few parts of the structure. In
addition, the environment provides the appropriate
interfaces to communicate the different modules each
other in order to implement easily those prefetching
algorithms in which the different elements collabo-
rate.

III. Evaluation Methodology

The way of evaluating web prefetching widely dif-
fers among the proposals appeared in the literature.
It includes both the selection of the performance in-
dexes to be calculated, how the resulting values are
interpreted and how to compare different prefetching
algorithms. In this section we show which perfor-
mance indexes should be used and how to compare
different algorithms from the user’s point of view.

A. Performance Key Metrics

Performance indexes related to web prefetching
can be classified into three main categories [13], at-
tending to the system feature they evaluate (see
Fig. 2):

• Category 1: prediction related indexes.
• Category 2: resource usage indexes.
• Category 3: end-to-end perceived latencies in-

dexes.

The first category is the main one when compar-
ing prediction algorithms performance and includes
those indexes which quantify both the efficiency and
the efficacy of the algorithm. The second category
quantifies the additional cost that prefetching incurs.
This cost may become really high; thus, it must be
taken into account when comparing prefetching tech-
niques, thus those indexes can be seen as complemen-
tary ones. Finally, the third category summarizes the
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performance achieved by the system from the user’s
point of view. Notice that prefetching techniques
must take care of the cost increase because they can
negatively impact on the overall system performance.
Therefore, the three categories are closely related
since, in order to achieve a good overall performance
(Category 3), prefetching systems must trade off the
aggressiveness of the algorithm (Category 1) and the
cost increase due to prefetching (Category 2). Differ-
ent definitions for the same index can be found in the
literature and this fact increases the heterogeneity of
the research efforts.

A.1 Prediction Related Indexes

This group includes those indexes aimed at quanti-
fying the performance that the prediction algorithm
provides. Prediction performance can be measured
at differents moments or in different elements of the
architecture, for instance when the algorithm makes
the prediction and when prefetching is applied in the
real system. Thus, each index in this category has a
dual index; e.g., we can refer to the precision of the
prediction and to the precision of the prefetch. In
this category two kinds of indexes are distinguished:
generic indexes, i.e., those that can be used for com-
parison purposes in any prefetching system; and spe-
cific indexes, that can only be applied to a particular
prefetching technique.

The main indexes in this category are precision

and recall. Precision is defined as the ratio of good
predictions to the numbers of predictions, and it is
related to how good the predictions are.

Recall measures the percentage of requested ob-
jects that were previously prefetched. It is related to
how good are the amount of good predictions. The
variant Byte recall introduced in [13] is defined as the
percentage of demanded bytes that were previously
predicted (or prefetched). Recall and Byte recall are
the prediction indexes that better explains the per-
ceived latency reduction, as we will discuss below.

A.2 Resource Usage Indexes

The benefits of prefetching are achieved at the ex-
pense of using additional resources. This overhead,
as mentioned above, must be quantified because it
can negatively impact on performance.

Although some prediction algorithms may require
huge memory or processor time (e.g., high order
Markov models), it is not the current general trend,
where the main prefetching bottleneck is the network
traffic. Therefore, the main indexes in this category
are the Traffic Increase and the Object Traffic In-

crease.

Traffic Increase quantifies the increase of traffic
(in bytes) due to unsuccessfully prefetched docu-
ments. When using prefetch, network traffic usu-
ally increases due to two side effects of the prefetch:
objects not used and overhead. Objects not used
waste network bandwidth because these objects are
never requested by the user. On the other hand, the
network traffic increases due to the prefetch related

information interchange, called Network overhead.
Object Traffic Increase quantifies in which per-

centage the number of documents that clients get
when using prefetching increases. As demonstrated
in [14], this index is related to the prediction indexes
as Equation 1 shows.

∆Trob = 1 − Rc +
Rc

Pc
(1)

A.3 Latency Related Indexes

Indexes belonging to this category include those
aimed at quantifying the end-to-end latencies; e.g.,
user or proxy related latencies. The main draw-
back of these indexes is that they include several
time components, and some of them are difficult to
quantify. Many times researchers do not detail which
components they measure, although they use a typ-
ical index name; i.e., latency. Several names have
been used instead; for instance, access time [5], ser-
vice time [15] and responsiveness [16]. This situation
is not the best for the research community, due to
the fact that the different proposals can not be fairly
compared among them.

Through the different research works, latencies are
measured both per page and per object. The La-
tency per page (Lp) is calculated by comparing the
time between browser’s initiation of an HTML page
GET and browser’s reception of the last byte of the
last embedded image or object for that page [2].
Analogously, the Latency per object (Lob) can be de-
fined as the elapsed time since the browser requests
an object until it receives the last byte of that ob-
ject. In order to illustrate the benefits of prefetch-
ing, researchers calculate the ratio of the latency that
prefetching achieves (either per page [3], [2], [17] or
per object [18]) to the latency with no prefetching.

Unfortunately, some proposals that use latency
when measuring performance do not specify which
latency they are referring to; e.g., [16], [15], [19].
This fact can be misleading because both indexes
do not perform in the same way. In order to illus-
trate this point we present the following example: a
user requests an HTML object embedding two im-
ages (IMG1 and IMG2). As Figure 3 shows, the
transference of the HTML file starts at t0 and ends
at t5. At times t1 and t3 the browser reads and pro-
cesses the IMG tags in the HTML. Then it starts the
transferences, which end at t2 and t5 respectively. In
this case, the cumulative Lob is the sum of the time
taken by the three transferences (Lob= t4-t0 + t2-t1
+ t5-t3) where the Latency per page (Lp) is t5-t0. If
it is assumed that IMG1 was previously prefetched,
no waiting time for such object will be plotted; i.e.
t1 will match t2, in such a way it will reduce Lob but
not Lp, which will remain the same value.

To observe this feature in a real environment for
a given client is necessary that the object retriev-
ing times be independent. Nevertheless, although
times are not independent, both indexes have dif-
ferent values as Figure 4 shows. Each point in the
figure represents a given value of Lp and Lob in the
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Fig. 3. Example where latency metrics behave differently
when the prefetch hits on one of the images
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Fig. 4. Latency per object ratio as a function of latency per
page ratio

same simulation. As one can observe, both metrics
present a certain linear correlation but it is far from
being strong; so that Latency per page and Latency

per object ratios cannot be directly compared.

B. Algorithms performance comparison

There exists few attempts to compare prefetching
algorithms. Researchers usually compare the pro-
posed prefetching system with a non-prefetching one
[2], [5], under heterogeneous conditions making it im-
possible to compare the goodness and benefits of each
proposal.

Some papers comparing the performance of
prefetching algorithms have been published [20], [21],
[22], [23], [19] but they mainly concentrate on pre-
dictive performance [20], [21], [22], [23].

In addition, performance comparisons are rarely
made using a useful cost-benefit analysis, i.e., latency
reduction as a function of the traffic increase. As
examples of temptatives, Dongshan and Junyi [20]
compare the accuracy, the model-building time, and
the prediction time in three versions of a predictor
based in Markov chains. Another current work by
Chen and Zhang [21] implements three variants of
the PPM predictor by measuring the hit ratio and
traffic under different assumptions.

Nanopoulos et al. [22] show a cost-benefit analysis
of the performance of four prediction algorithms by
comparing the precision and the recall to the traffic
increase. Nevertheless, they ignore how the predic-
tion performance affects the final user. Bouras et al.

in [23] show the performance achieved by two con-
figurations of the PPM algorithm and three of the

n-most popular algorithm. They quantify the useful-
ness (recall), the hit ratio (precision) and the traffic
increase but they present a low number of experi-
ments, which make it difficult to obtain conclusions.
In a more recent work [19] they also show an esti-
mated upper bound of the latency reduction for the
same experiments.

In [24] we proposed and implemented a cost-
benefit methodology to perform fair comparisons of
web prefetching algorithms from the user’s point of
view. To do so, we used a cost-benefit analysis. De-
spite the fact that prefetching has been also used to
reduce the peaks of bandwidth demand [25], its pri-
mary goal; i.e., the benefit, is usually the reduction
of the user’s perceived latency.

When predictions fail, prefetched objects waste
client and/or server resources. Since in most pro-
posals the client downloads the predicted objects in
advance, the main cost of the latency reduction in
prefetching systems is the network traffic increase.
As a consequence, the performance analysis should
consider the benefit of reducing the user’s perceived
latency at the cost of increasing the network traffic.

Comparisons of two different algorithms only can
be fairly done if either the benefit or the cost have
the same or close value. For instance, when two algo-
rithms present the same or very close values of traffic
increase, the best proposal is the one that presents
less user perceived latency, and vice versa.

For this reason, in the example shown in Fig-
ure 5 the performance comparisons are made through
curves that include different pairs of traffic increase
and latency per page ratio for each algorithm. In or-
der to obtain each point in the curve we have varied
the aggressiveness of the algorithm, i.e., how much
an algorithm will predict. This aggressiveness is con-
trolled by a threshold parameter in those algorithms
that support it and by the number of returned pre-
dictions in those that lies in a top-n.

A plot can gather the curves obtained for each
algorithm in order to be compared. By drawing a
line over the desired latency reduction in this plot,
one can obtain the traffic increase of each algorithm.
The best algorithm for achieving that latency per
page is the one having less traffic increase.

Figure 5 shows the results for the DG, PPM TH
and PPM TOP algorithms described in [24]. The
curves of each plot in DG and PPM TH algorithms
are obtained by varying the confidence threshold,
from 0.2 to 0.7 in steps of 0.1. To make the curves
of the PPM TOP algorithm, the number of returned
predictions are ranged from 1 to 4 in steps of 1. The
plot shows that the DG algorithm slightly outper-
forms the others in the range in which it is evalu-
ated, since its curve falls always below the ones of
the PPM algorithms.

IV. Adapting prediction algorithms to the

environments

Although some papers explore the benefits of
prefetching in several scenarios, to the knowledge of
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Fig. 5. Performance comparison between algorithms. Each
point represents a given threshold in PPM TH and DG,
while it represents a given amount of returned hints in
PPM TOP

the authors, there is no research work that either
analyzes or identifies the cause why a given scenario
can benefit a given algorithm. Note that this is the
first step in order to suggest guidelines which permit
to adapt the algorithm to the different situations.
Some examples of the scenarios checked in the lit-
erature are described below in order to illustrate a
representative subset of typical scenarios.

Fan et al. [3] study how the perceived latency can
be reduced for low-bandwidth users by using com-
pression and prefetching between clients and prox-
ies. Predictions are performed by using a Predic-
tion by Partial Matching (PPM) engine and the
PPM algorithm is only explored in low-bandwidth
conditions. Fleming et al. [26] also combine sev-
eral techniques (e.g., prefetching, document adapt-
ing) to reduce the perceived latencies for wirelessly
connected users. They check their technique using
several bandwidths and both wire and wireless con-
nections. Bouras et al. [19] compare the performance
of prefetching using two prediction algorithms over a
server-proxy scheme (i.e., the proxy downloads in ad-
vance objects from the server). The studied network
architecture includes high bandwidth users access-
ing through a proxy to the Internet. Kokku et al. [4]
propose a JavaScript prefetch implementation using
the PPM algorithm as a predictor. Their proposal is
verified against an unloaded system, a loaded server
and a loaded network. The user bandwidth restric-
tions are applied considering all users connected to
a LAN. Padmanabhan and Mogul [5] apply a file
system prefetching algorithm to the web prefetching
to reduce the perceived latency. They take into ac-
count two different scenarios: a 28.8 Kbps bandwidth
and 1.5 seconds of connection establishment plus pro-
cessing time, and a 149 Kbps bandwidth and 1.13
seconds of connection establishment plus processing
time.

Since latency related indexes are not easy to cal-
culate and minimize from the point of view of the
algorithm, prediction indexes are used instead. Usu-
ally prediction algorithms are designed to maximize
the recall, therefore it is the most widely used met-
ric to compare the algorithms performance [6], [22],
[27], [28], [29]. In [13] we introduced the byte recall

as a new index, because there are situations in which
it quantifies better the performance than the classi-
cal recall since it is better correlated to the main
latency related index: the latency per page ratio. In
this context, algorithms designers have now the use-
ful option to select, depending on the environment
conditions, the appropriate index to optimize their
proposal: recall or byte recall.

In [30] we performed a rigorous statistical analysis
to identify those situations in which it is better to
optimize the byte recall instead of the recalland vice
versa. If those situations are identified, the perfor-
mance of prefetching algorithms could be improved
by adapting them dynamically to optimize the best
of both indexes according to the situation. To this
end, we selected the analysis of variance method
(ANOVA) to study the effect of those parameters
(e.g., bandwidth and connection establishment time)
that may have larger impact on the correlation be-
tween the latency per page ratio and either the recall
or the byte recall. In order to extend the conclu-
sions to a wider range of situations, three different
parameters values were selected according to current
technologies, two prefetching algorithms were imple-
mented, and two different workloads were taken into
account. In addition, different configuration param-
eters values having impact on the prediction power
for each algorithm were considered.

The experimental results showed that the recall
index gains relative importance against the byte re-
call as higher the user available bandwidth is, while
the byte recall gains relative importance against the
recall as smaller the server processing time is.

V. Conclusions

A large amount of research works has focused on
web prefetching. However, studies focusing on the
user’s point of view are rare. In this paper we have
described all the steps we have made to evaluate the
prefetching performance from the user’s perspective
and adapt the algorithms to the environment condi-
tions.

The research work has shown that, once a frame-
work simulates in detail the web prefetching and the
performance key metrics are appropriately selected,
the user’s perceived latency can be reduced notice-
ably with web prefetching techniques. However, pre-
diction algorithms should be adapted to achieve the
highest benefits. In this sense, the algorithm should
maximize the amount of prefetched objects when the
client has a high bandwidth connection and maxi-
mize the bytes prefetched when the server response
time is low.
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