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Abstract 

Performance comparison studies are primarily 
carried out through real systems or simulation 
environments. Simulation is the most commonly used 
method to explore new proposals due to both its 
flexibility and the relatively reduced time taken to obtain 
performance results. This paper presents a powerful 
framework to simulate web proxy cache systems. Our 
tool provides a comfortable environment to simulate and 
explore cache management techniques.  

In order to validate our framework and show how 
accurate it executes, a performance comparison has 
been done. We analyzed the details of a commercial 
proxy cache system and compare its results with those 
obtained from our simulator using the most commonly 
replacement algorithm (LRU). For this purpose, the 
proposed environment was adapted to match the 
performance of the real proxy cache. Experimental 
results show that proxy cache hit ratio deviations fall 
very close to the real system, since them never exceeds 
3.42%. 

Keywords: Proxy web cache, simulation techniques, 
validation. 

 
 

1. Introduction 

Proxy web caches behave as web objects deposits 
attending user requests instead of being attended by 
origin web servers. Different techniques have been 
implemented in proxies to increase performance and to 
reduce latencies when users navigate the Web. An 
important set of them are those focusing on caching 
management techniques, whose main goal is to keep 
close to the users the most popular contents. These 

techniques also reduce network traffic since they avoid 
unnecessary requests to origin servers. 

To explore the performance of new caching 
management techniques, researchers have done an 
extensively use of simulators [3] [4] [7] [13] since they 
permit to obtain results much faster than real systems. 
The main drawback appears because simulators are 
abstractions of real systems and consequently they use to 
introduce inaccuracies in the measures that occasionally 
can do the tool inadequate for performance comparison 
purposes. Therefore an important tradeoff for simulators 
designers is to reduce the simulation time without losing 
accuracy. 

We have proposed a Proxy web cache simulator [6] 
Multikey Simulation Environment (MSE) [5] which 
allows simulation of proxy cache management 
techniques. This simulator is coded in a modular way, 
allowing fast implementations of desired algorithms in a 
robust and easy way. Therefore, our tool offers a 
convenient scenario to do comparison studies. 

In this paper we compare this simulation framework 
against a real proxy cache. For this purpose we select the 
real Squid Web Proxy Cache, and arrange a real web 
caching scenario (i.e., web servers, clients and a web 
proxy). For comparison purposes, the proxy cache hit 
ratio and number of evictions from the cache were used 
as metrics. Experiments were run using different traces. 
Results show that our tool performs very close to the real 
proxy cache. Deviations of the cache hit ratio never 
surpasses 3.42%. In addition, simulation time is two 
hundred times faster than the emulated real system. 

The remainder of this paper is organized as follows: 
Section 2 discusses some previous work of web caching 
simulation environments. Section 3 illustrates how the 
emulated real web cache scenario is arranged, and how 
original proxy traces were prepared to feed the emulated 
real scenario and the simulation framework. The Squid’s 
caching behavior is described in Section 4. Section 5 



explains the comparison of both scenarios, completed 
with performance results. And finally, Section 6 presents 
the main conclusions of this work. 

2. Previous Work 

This section summarizes the main characteristics of a 
representative set of cache and network simulators. We 
mainly concentrate on the validation issues; i.e., if their 
performance results were checked against real systems. 

Cao [4] proposed the Web Cache simulator which is a 
fast trace-driven simulator written in C language. The 
simulator manages a priority queue to implement 
replacement algorithms. This simulator focuses mainly 
on caching techniques and, to our knowledge no 
comparison against a real system has been done. 

Davison [7] developed the trace-driven Network and 
Cache Simulator (NCS) which simulates caching as an 
optional feature. Experiments [8] focuses in how to 
validate portions of networks models considered in the 
simulator. The process compares responses times in the 
traces against the simulated latencies. 

Proxim [3] is a caching and network simulator that 
emulates proxy caches using log traces. Estimations of 
mean latencies to validate Proxim were compared [9] 
against measured latencies (i.e., logs). No performance 
comparison was done for caching characteristics, 
because experiments use an infinite cache size. 

Network Simulator (NS) [13] includes a simple HTTP 
class to model a simple cache of infinite size that does 
neither implement replacement algorithms, nor measures 
caching performance. Extensive verification tests [11] 
have been performed with this tool. 

MSE [5] is a trace-driven proxy cache simulator. This 
simulator models cache management techniques using 
classes in C++. The tool is composed by two main 
modules, a filter module and the cache simulator. The 
filter module prepares original proxy logs to feed the 
cache module. In addition, the filter program estimates 
latency related parameters per request used in the cache 
simulator. These parameters estimates a mean response 
time per request (conformed by a latency per each 
request and a penalty time for each miss). 

The cache simulator module simulates a web cache 
structure. This module takes as input a log prepared by 
the filter module, a parameters file with the cache 
characteristics, and it generates a statistics file. Main 
performance statistics obtained are: hit ratio (HR), byte 
hit ratio (BHR) and the mean response time per request. 

3. Simplifying the Real Scenario 

We configure a web caching scenario that allows us to 
perform controlled experiments and contrast results from 
simulations. All the elements required (i.e., the set of 
clients, servers and proxy) were installed in the same 

machine, isolating local traffic. Performing in this way, 
experiment replications is reached to avoid Internet 
interferences (such as traffic variation, web server’s load, 
network congestion). 

Figure 1 show the main elements of this arrange 
scenario. GNU wget web client [13] replays users 
requests from original (i.e., real) proxy logs files. Squid 
[14] is the web proxy cache selected because its open 
source code permits to perform modifications. Apache 
[1] is the web server chosen to receive requests originated 
from the real proxy cache. Finally, Squid logs generated 
from this controlled environment allowed us to estimate 
the hit ratio and compare it to statistics obtained from our 
simulation environment. 
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Figure 1. Real scenario set for the validation of 
our tool 

 
The simulation framework was compared against the 

real scenario using 4 different traces each one containing 
between 4.2 and 6.5M requests. Traces were collected 
from a real Squid proxy cache placed at the Polytechnic 
University of Valencia. All logs correspond to a 
browsing user’s activity period of 2 typical days in the 
campus. We refer them as Log A, Log B, Log C and Log 
D. Logs require a preparation before obtaining final 
traces need it to feed both scenarios. 

This preparation is performed by the filter module of 
the simulator. In this filter we discard requests with 
HTTP error response categories (i.e., 4xx, 5xx), 302 
HTTP subcategory. dynamic content and the remaining 
non-cacheable subcategories. Dynamic content is 
eliminated (i.e., web objects generated dynamically by 
web servers) because proxy caches do not store them. 
4xx and 5xx are HTTP error response categories; 
therefore represent errors generated outside of the proxy 
cache scope. Remaining categories of 2xx and 3xx codes 
are considered as non-cacheable as mentioned in [10]. 

4. The Real Proxy Server: Squid 

The open source Squid Web Proxy Cache version 
2.5.STABLE-4 was selected as the real web proxy cache 
for comparison purposes. Real environments usually are 
much more complex than simulation environments. 
Therefore, some assumptions must be performed to 
simplify the real world. In this section, we firstly identify 
and describe the particular characteristics of the Squid 



proxy cache, then we analyze how to tune Squid in order 
to match simulation behavior. Finally, a comparison is 
performed to detect the sensibility of the changes. 

4.1. Squid behavior 

Classical replacement algorithms check if there is 
enough space on cache to place the requested object. If 
there is not, one or several objects must be evicted in 
order to make space for the new one. Under the term on-
demand we refer to such behavior adopted in many 
simulation environments [2]. Instead, Squid avoids to 
over pass the cache space size, controlling the percentage 
of the cache occupied by the stored objects. To this 
purpose, Squid sets a critical percentage zone that, when 
reached, objects must be evicted. That zone has a lower 
threshold and an upper thres hold set in configuration file 
(defined in Squid as low water mark and high water 
mark respectively). Squid periodically verifies (every 
second by default) the percentage of occupation using 
equation 1. Two formulas (equation 2 and equation 3) 
are used to select the objects to be removed. Equation 2 
estimates the number of objects that can be removed and 
Equation 3 selects the maximum number of objects to be 
removed. Finally, these objects are removed one by one, 
until all of them are removed or the lower threshold level 
is reached. 
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( )100400* += fscan    (eq. 2) 

( )1070*max_ += fremove    (eq. 3)  

4.2. Tuning Squid 

Three main Squid features were identified to be tuned 
in order to model classical simulation environments: i) 
the number of buckets, ii) the watermark levels, and iii) 
the period of time to check cache occupation. The first 
one only requires adjusting the corresponding parameter 
in the configuration file, while the remaining ones 
require code modifications. 

What we pursue is to model as close as possible an 
on-demand behavior. In other words, to free the required 
space by the incoming object space only when object 
arrives. To guarantee this behavior we set to 1ms the 
period of time to check the occupation level, instead of 
the default 1 second check. Really, we are not modeling 
an exact on-demand behavior, but this approach is quite 
accurate. Notice that if an object surpasses the low level 
mark, a new space will be free on the next occupation 
check to keep the level under this mark, which will be 
take place before the arrival of another object. 

We use the critical zone as a buffer to place 
temporally an incoming object until the next check of the 
occupation level. Therefore, this critical zone is a virtual 
space storage that must not be considered when 

modeling the cache size. In the Squid configuration file, 
the lower threshold parameter is set to 95% of the total 
cache size. 

The changes discussed above were introduced in an 
on-demand Squid and its performance compared against 
a normal implementation of Squid to detect possible 
deviations. Table 1 shows the results after replaying a 
subset of requests from Log A. As we can see slightly 
differences appear due to the strict control enforced in 
the on-demand squid. 

 
Table 1. Measured metrics in the normal and on-

demand Squid 
 

Metric Normal  
Squid 

On-demand  
Squid 

Hit Ratio 0.1557 0.1600 
Evicted Objects 104,947 104,351 

 
In these experiments cache disc space is set to 11MB. 

Squid must also reserve a cache area in main memory. 
This area (set to 1 MB) is used to place: i) in-transit 
objects, ii) hot objects (those most requested by users), 
and iii) negative-cached objects (dynamic objects 
temporally stored by Squid).  
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Figure 2. Validation process for our simulator 

5. Comparison phase 

This section compares results obtained from the 
experimental Squid proxy cache of the emulated scenario 
against the simulation environment. Our comparison 
considers as metrics the hit ratio and number of 
evictions. Figure 2 shows this process. Final traces are 
taken after the preparation phase discussed in section 3. 

LRU, the default replacement algorithms included in 
the Squid 2.5 web proxy cache is modeled with MSE. In 



LRU objects referenced for the last time are evicted. 
Squid uses time-stamps given by the machine clock to 
evict objects. We model the time-stamp in our simulator 
by adding one tick each time a request arrives. 

In the comparison study experiments were run 
considering 256MB cache size in both scenarios. This 
value is much smaller than the total amount required by 
objects in the used trace (about 20 GB); therefore, a large 
number of evictions take place, given the required 
conditions. Table 2 shows the cache hit ratio in the 
compared systems using LRU using Log A, Log B, Log 
C and Log D final traces. Notice that hit ratio deviations 
never surpass 3.42%. 

 
Table 2. Proxy cache hit ratio for both scenarios 

 
Hit Ratio Deviation  

Traces Squid MSE % 
Log A 48.83 50.16 2.72 
Log B 47.76 48.06 0.63 
Log C 49.14 50.82 3.42 
Log D 49.75 51.11 2.73 

 
Table 3 shows the number of evictions produced in 

our simulator and Squid. The simulated values slightly 
differ from the emulated scenario. Deviations are always 
less than 4%. 

 
Table 3. Number of evictions for both scenarios 

 
Evictions Deviation  

Traces Squid MSE % 
Log A 1195069 1164215 -2,58 
Log B 1260492 1254790 -0,45 
Log C 1202717 1156590 -3,84 
Log D 1146318 1108707 -3,28 

 
As expected the time needed to obtain results is much 

shorter in the simulation environment than in the real 
scenario. Simulation time ranges from 3 to 5 minutes 
compare to 10 hours with the real system. Therefore, 
both speed and precision reached encourage us to use our 
framework to model and evaluate web cache 
management techniques. 

6. Conclusions  

In this paper we accomplish the validation of our open 
source web cache simulation framework. We compare 
our simulator against a real system using the most 
common replacement algorithms of a real proxy cache. 
Several real traces were selected, filtered and replayed 
obtaining metrics that allow us to succeed in our task. 

Results obtained from both scenarios are self 
explained. Our tool performs very close to real systems. 
Proxy cache hit ratio never deviates more than 3.42% 

and object evictions never surpass 4%. In addition, 
simulation speed obtained permits us to implement and 
study new caching management techniques in a fast and 
easy way. For example, to replay one of the logs in a real 
Proxy takes 15 hours and using our simulation 
environment takes only 3 minutes. Therefore, confidence 
and speed is obtained for proposing and studying new 
caching management techniques with this environment. 
Next step is to extend our comparison study including all 
replacement algorithms included in the real proxy  
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